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WHO ARE MY NEIGHBOURS?

Traditional domain in a windowed (ramp or otherwise) approach includes frequency
counts (co-occurrence) and correlation measures[1]
I Frequency count - cooccurence
I Correlation

SVD Domain
I The transformation of the incidence matrix into SVD domain leads to define the

relationship between two words based on the magnitude of the diagonal matrix Σ

A=

r∑
j=1

σjujv
>
j

σj capture the strength of latent semantic dimensions
The low-rank approximation captures as much information/energy as possible
with respect to the word relationships

GloVe Domain
I GloVe is a global log-bilinear regression model capturing global corpus statistics.

Ratio of the co-occuring word probabilities are transformed into word
embeddings[2]

Self-Attention The Transformer RR 2 / 49



LANGUAGE MODELS

Useful in
I Auto-generation of sentences
I Auto-completion of sentences
I Creating contextualized word-vectors
I Machine Translation
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ATTENTION: WHERE DID IT BEGIN? [3]

+

$   the book is   on the table

+

$   the book is   on the table

Dot product
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ATTENTION: THE ENCODER DECODER VIEW

le livre est sur la table $ the book is on the table

the

Attention Output

Attention Layer
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ATTENTION: WHAT THE DECODER LOOKS BACK AT

le livre est sur la table $ the book is on the table

book

Attention Output

Local Weights

Attention Layer
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DO I KNOW MORE ABOUT MYSELF AND MY NEIGHBORS?

I How much influence should I receive from my
neighboring words??

I How can I effectively capture information from my
neighbors?

Ideally word embeddings aim to capture meaningful
semantic relations beyond raw counts or co-occurrence
frequencies
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ANY CHANGE REQUIRED?

I Is it possible to encode the time series data differently?
I How can we manage the complexities of recurrent

models (serial processing, vanishing/exploding
gradient)?

I Is it possible to encode each word vector differently
depending on its context?
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IDEAL ENCODING OF EMBEDDING

Some Attention
operations

Word Embeddings

New
Word Embeddings

Given a set of vector values, 
and a vector query, attention is a
technique to compute a weighted sum 
of the values, dependent on the query
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QUERY-KEY INTERACTION

I Computes relevance scores for each query token by considering all keys from input
tokens

I Evaluates its relationship with every other token in the sequence, including itself
I Enables a comprehensive assessment of contextual dependencies
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MECHANISM

The process begins with the query matrix Q for a specific token being dot-producted
with the entire key matrix K>, where K encompasses representations from all tokens in
the context, resulting in a score for each possible pair.
These scores are then scaled by

√
dk and passed through a softmax to produce

attention weights, ensuring that the query’s focus is distributed across all relevant keys
without omission.
This full consideration promotes parallelism and captures global interactions, as
opposed to local windows in other architectures, making it efficient for sequences of
varying lengths.
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MECHANISM OF CONSIDERATION (EQUATIONS)

The scaled dot-product computation:

sij =
qi ·k>j√

dk

(1)

Attention weights via softmax:

α= softmax

(
QK>
√
dk

)
(2)
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IMPLICATIONS FOR ATTENTION COMPUTATION

I Generates a weighted sum of value vectors based on the relevance of tokens in the
context.

I Token Consideration: No token is excluded initially, allowing the model to
prioritize relationships across the entire input.

I Dynamically prioritizes distant or subtle relationships, such as coreferences or
syntactic dependencies.
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IMPLICATIONS FOR ATTENTION COMPUTATION (CONTINUED)

In practice, for a sequence of length n, this leads to an O(n2) complexity per attention
head, but optimizations like masking can limit it in decoder contexts without altering
the core all-keys consideration principle.
The final output is:

Output = αV (3)
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THE CAUSAL (DECODER) MASK

A language model must not see the future: when predicting token i, only positions
j≤ i may contribute. This is enforced before the softmax:

Sij =
(QK>)ij√

dk

, Sij←−∞ for all j > i (4)

I e−∞ = 0, so masked positions get exactly zero attention weight and each row
still sums to 1 over the surviving entries

I Row 0 can attend only to itself, so its output is exactly V0

I The last row is unchanged by the mask: it could already see everything
I Encoder (BERT-style) attention omits the mask; decoder (GPT-style) attention

always applies it. This single matrix of −∞s is the difference between
“understanding” and “generating”

Masking, then softmax, never the other way round. Renormalisation is what
redistributes the blocked probability mass over the visible tokens.
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SELF-ATTENTION LAYER

Some  Attention
operations

Word Embeddings

New
Word Embeddings

always be yourself

Self-attention 
score for the jth

word

2

4

31 has three associative
vectors - 

Mapping a query 
and key-value pair
to an output vector
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SINGLE TRANSFORMER LAYER

Self-Attention Head

Feedforward Network

Contextual Vectors

Layer Norm + Residual Connection

Input Word Vectors 

To bring the 
values around 
zero to ensure

the flow of
gradient

To retain the 
relevant
information 

Reference: Vaswani et al [4]
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TRANSFORMER ENCODER

Encoder 1

Encoder 2

Encoder 3

Encoder (n-2)

Encoder (n-1)

Encoder n

Self-Attention Head

Feedforward Network

Contextual Vectors

Layer Norm + Residual Connection

Input Word Vectors 

Input Word Vectors 

To bring the 
values around 
zero to ensure

the flow of
gradient

To retain the 
relevant
information 

Encoder

Contextual Vectors
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SELF-ATTENTION

Peltophorum pterocarpum is a species of Peltophorum, native to tropical
southeastern Asia and it is a popular ornamental tree grown around the world

What does it refer to?

Self-attention allows us to associate it with Peltophorum pterocarpum
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SELF-ATTENTION - WORD LEVEL
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CREATING QUERY, KEY AND VALUES

southeastern

is
a
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to
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and
it
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around
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world
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Single Transformer Layer The Transformer RR 21 / 49



COMPUTING ATTENTION(Q,K,V)

Dot product Scaling
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MULTI-HEAD ATTENTION

The summed attention score,

a(q,ki,vi) =
∑
i

 e

q ·ki√
dk

∑
j e

q ·kj√
dk

vi

has information about all the word, but
may have more information about words
that have similarity scores higher than
others in that context.

Dot product Scaling
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SELF-ATTENTION

Feedforward Network

Residual Connection

New Representation of Word vectors

Word vectors

Encoder

Some  Attention
operations

Word Embeddings

New
Word Embeddings
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ATTENTION COMPUTATION: A SIMPLIFIED EXAMPLE I

Let’s compute attention using a simplified example with word embeddings. We’ll use a
small set of embeddings for demonstration purposes.
Assume we have the following word embeddings for simplicity:
I Query (q): Embedding for "who"
I Keys (k): Embeddings for "is", "the", "best"
I Values (v): Same as Keys for simplicity, but in practice, they could be different.
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SAMPLE SET OF WORDS

Let’s say each embedding is a 3-dimensional vector:

q : [0.1,0.2,0.3]

k1 (is) : [0.4,0.5,0.6]
k2 (the) : [0.2,0.1,0.3]
k3 (best) : [0.6,0.7,0.8]
v1 (is) : [0.4,0.5,0.6]
v2 (the) : [0.2,0.1,0.3]
v3 (best) : [0.6,0.7,0.8]
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STEP 1: SIMILARITY SCORE AND ATTENTION WEIGHTS

Compute similarity scores - Dot Product

q ·k1 = 0.1 ·0.4+0.2 ·0.5+0.3 ·0.6= 0.04+0.1+0.18= 0.32

q ·k2 = 0.1 ·0.2+0.2 ·0.1+0.3 ·0.3= 0.02+0.02+0.09= 0.13

q ·k3 = 0.1 ·0.6+0.2 ·0.7+0.3 ·0.8= 0.06+0.14+0.24= 0.44

Apply Softmax Normalization
I Exponentiation e0.32/

√
3 ≈ 1.20, e0.13/

√
3 ≈ 1.08, e0.44/

√
3 ≈ 1.29

I Sum of exponents: 1.20+1.08+1.29= 3.57

I Attention weights: α1 =
1.20
3.57 ≈ 0.34, α2 =

1.08
3.57 ≈ 0.30, α3 =

1.29
3.57 ≈ 0.36
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STEP 2: WEIGHTED SUM OF VALUE VECTORS ζ

Attention(q,k,v) = α1v1+α2v2+α3v3

= 0.34 · [0.4,0.5,0.6]+0.3 · [0.2,0.1,0.3]+0.36 · [0.6,0.7,0.8]
= [0.41,0.45,0.58]

The attention output for the query "who" given the keys and values "is", "the", "best"
is approximately:

ζ= [0.41,0.45,0.58]

This vector represents a weighted combination of the input values, where the weights
are determined by how relevant each key is to the query, as computed through the
attention mechanism.
Note: This is a highly simplified example. In real-world scenarios, embeddings are
much higher dimensional, and the attention mechanism is applied across all positions
in the sequence, often in parallel for efficiency.
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PYTHON CODE TO COMPUTE ζ

import numpy as np

def compute_attention (q, keys , values ):
d = q.shape [0]
# Compute scaled dot products
dot_products = np.dot(keys , q) / np.sqrt(d)

exp_scores = np.exp( dot_products - np.max( dot_products ))
attention_weights = exp_scores / np.sum( exp_scores )

zeta = np.sum( attention_weights [:, None] * values , axis =0)
return attention_weights , zeta
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MULTIHEAD ATTENTION

Some  Attention
operations

Word Embeddings

New
Word Embeddings

Feedforward Network

Residual Connection

New Representation of Word vectors

Word vectors

Encoder

Multihead
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POSITIONAL ENCODING

I RNN models encode the time signal in a sequential manner
I Positional encoding is important for contextual learning
I Transformers use a separate positional vector which is added to the embedding
I Positional encoding should be unique, not just a scalar
I Positional values should be bounded
I Positional values between any two positions should be consistent
I Sentence length should not be a constraint
I Deterministic

Attention Computation: A Simplified Example The Transformer RR 31 / 49



POSITIONAL ENCODING

~peit =

{
sin(ωk · t), if i= 2k

cos(ωk · t), if i= 2k+1

where ωk =
1

10000(2k/d)
.

This positional vector will be a pair of sin
and cos values and i is the index of the
dimension in the word vector
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1. Good reference for Transformer - The Illustrated Transformer, Jay Alammar
2. The Annotated Transformer - Austin Huang et al
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POSITIONAL ENCODING - PYTHON CODE

def positional_encoding (position , d_model ):
angle_rates = 1 / np.power (10000 , \
(2 * (np. arange ( d_model ) // 2)) / d_model )
position = position . reshape (-1, 1)
angle_rates = angle_rates . reshape (1, -1)
angle_rates = position * angle_rates
angle_rates [:, 0::2] = np.sin( angle_rates [:, 0::2])
angle_rates [:, 1::2] = np.cos( angle_rates [:, 1::2])
return angle_rates
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TRANSFORMER ARCHITECTURE
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NUMBER OF PARAMETERS IN A TRANSFORMER

Embedding Layer - Nemb = V×D

where Nemb is the number of parameters
in the embedding layer, V is the
vocabulary size and D is the embedding
dimension
Multi-Head Attention - Nattn = 3×D×
dk×h+h×dv×dk+2×h×dk (biases)
where Nattn is the number of parameters
in multi-head attention, D is the
embedding dimension, dk is the dimension
of the key vector, h is the number of
heads and dv is the dimension of the
value vector
Feed-Forward Network -
Nffn = 2×D×H+H+H×D

where Nffn is the number of parameters
in the feed-forward network, D is the
embedding dimension and H is the hidden
dimension
Layer Norm - Nln = 2×D

where Nln is the number of parameters in
the layer normalization, D is the
embedding dimension
Total Number of Parameters per
Encoder/Decoder Layer -
Nlayer =Nattn+Nffn+Nln

Total Number of Parameters in the
Transformer - Ntotal =Nemb+Nlayer×L

where L is the number of layers
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CHARACTERISTICS OF DIFFERENT LANGUAGE MODELS
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MCCULLOCH-PITTS VS TRANSFORMER

McCulloch and Pitts, 1943

(a)

(c)

(e)

(g)

(h)

(b)

(d)

(f)

(i)

1943 → 2017

Vaswani et al., 2017
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QUESTION: WHAT DO TRANSFORMER HEADS SPECIALIZE AT?

I All attention heads receive the same input embeddings.
I Heads start with random weights.
I How do they specialize in attending to different aspects of input?
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RANDOM INITIALIZATION OF WEIGHTS

I Each head has unique weight matrices (WQ, WK, WV , WO).
I Random initialization leads to diverse transformations of input.
I Ensures heads start with distinct attention patterns.
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SPECIALIZATION THROUGH TRAINING

I Heads specialize via backpropagation during training.
I Loss function guides heads to focus on:

I Syntactic relationships (e.g., dependencies between words).
I Semantic relationships (e.g., context or meaning).
I Positional or structural patterns.
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MULTI-HEAD ATTENTION MECHANISM

I Each head computes its own attention scores and representation.
I Representations are concatenated and linearly transformed.
I Enables model to aggregate diverse perspectives, such as:

I Word-level dependencies.
I Sentence-level context.
I Positional relevance.
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LAYER STACKING

I Outputs from one layer (all heads) serve as inputs to the next.
I Subsequent layers refine or build on earlier attention patterns.
I Hierarchical structure deepens specialization.
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IMPLICIT COMPETITION

I Heads compete to minimize loss:
I Redundant attention patterns provide diminishing returns.
I Specialization maximizes each head’s contribution.

I Encourages efficient use of capacity.
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EXPERIMENTAL FINDINGS

I Certain heads consistently specialize across tasks and datasets:
I Positional encoding.
I Syntax parsing.
I Semantic roles.

I Some heads act as:
I Generalists: Broad attention across sequences.
I Specialists: Focused attention on specific patterns.
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SUMMARY

I Specialization arises from:
I Random initialization of weights.
I Differentiated learning through backpropagation.
I Layer interactions and multi-head architecture.

I Leads to a division of labor among attention heads.
I Key to the power and flexibility of transformer models.

Summary of Multihead attention The Transformer RR 45 / 49



PURPOSE OF RESIDUAL CONNECTIONS

I Mitigate Vanishing Gradients:
I Ensure gradients flow through deeper networks.

I Enable Deeper Architectures:
I Support the use of multiple layers without degradation.

I Easier Optimization:
I Simplify the training of complex models.
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MECHANISM OF RESIDUAL CONNECTIONS

I Post-Attention:

Output = LayerNorm(Input+SelfAttention(Input))

I Post-Feed-Forward:

Output = LayerNorm(PreviousOutput+FeedForward(PreviousOutput))
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BENEFITS OF RESIDUAL CONNECTIONS

I Stability in Training:
I Prevents exploding or vanishing gradients in deep models.

I Feature Preservation and Enhancement:
I Maintains input features while enhancing them through transformation.

I Increased Model Expressiveness:
I Allows the model to learn complex representations.
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